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Executive Summary

T

he age of AI-enabled business
is upon us. COVID-19
accelerated many companies’
need to rapidly digitize and enhance
their business processes with AI.
However, with new technology,
comes new responsibilities.
This global survey of 100 C-level
data and analytics leaders reveals
the complex issues AI-focused
executives are considering
and tackling to prepare their
organizations to be AI-enabled in an
ethical way.
Our findings highlight the true
extent of the AI ethics problem.
AI-focused executives may be
paying more attention to questions
around AI ethics. But there’s
still no consensus about what
responsibilities enterprises have
around AI use.
This research also explores
how effectively enterprises are
combatting AI model bias during
the development process.

Few enterprises have the kind of
‘ethics by design’ approach in place
that would ensure they routinely
test for and correct AI bias. But
our findings paint a picture of what
current industry best practices are.
We also explore the ethical
implications for enterprises with
poor AI security measures in place.
While there’s still a lack of awareness
around this topic, this study shows
that AI-focused leaders are taking
steps to ensure their models are safe
from malicious attacks.
Crucially, our findings suggest a
path forward for executives who
want to ensure their enterprises
use AI responsibly.
Enterprises can start to address
the challenges they are facing
today by 1) understanding the risks
associated with AI, 2) developing
better practices to ensure regulatory
compliance and 3) placing greater
emphasis on ongoing model
monitoring and maintenance.
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Key Findings

65%

22%

of respondents’ companies can’t
explain how specific AI model
decisions or predictions are made.
Just 35% have taken these steps to
ensure they’re using AI transparently
and with real accountability

say their enterprise has an AI ethics
board to consider questions on AI
ethics and fairness. The 78% that
don’t are poorly equipped to ensure
the ethical implications of using new
AI systems are considered properly

78%
are finding it hard to secure
executive support for prioritizing AI
ethics and responsible AI practices.
This points to a lack of awareness
around the risks that come with
irresponsible AI use

77%
agree that AutoML technology
could be misused. Executives who
are concerned about AI misuse
should ensure model outputs are
explainable and that staff know
how models make their decisions

68%
say the processes they have to
ensure AI projects comply with
regulations are ‘ineffective’, with
46% describing them as ‘very
ineffective’. This points to a need
for greater investment in this area
in most enterprises

90%
agree that inefficient processes
for model monitoring represent
a barrier to AI adoption in their
enterprises. This suggests that
almost all enterprises could
benefit from improving their model
operationalization processes
Source: Corinium Intelligence, 2021
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Methodology

T

his representative survey
of 100 AI-focused leaders
from the financial services,
insurance, retail, healthcare and
pharma, manufacturing, public and
utilities sectors was conducted in
February and March 2021.
The US, Latin America, Europe,
the Middle East and Africa and the
Asia Pacific regions are all equally
represented in our sample group,
with 20 executives from each region
taking part in the survey.
Respondents were selected
from global enterprises with more
than $100 million USD in annual
revenues. They all have C-level

job titles, including Chief Data
Officer, Chief Analytics Officer,
Chief Data and Analytics Officer
and Chief AI Officer.
We asked them 16 questions about
their organizations’ AI maturity and
processes to ensure AI is used
responsibly, as well as their beliefs
about their ethical responsibilities
around AI use and the challenges
they anticipate around responsible AI
use moving forward.
Then, we combined our findings
with commentary from six industry
experts to put these unique
insights into the state of enterprise
AI into context.

Contributors

Cortnie Abercrombie
Founder and CEO,
AI Truth

Jordan Levine
Lecturer, MIT and
Partner, Dynamic Ideas

Mark Caine
Lead: AI and ML,
World Economic Forum

Ganna Pogrebna
Lead: Behavioral
Data Science, The Alan
Turing Institute

Melissa Koide
CEO, FinRegLab

Scott Zoldi
Chief Analytics Officer,
FICO
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The True Extent of
the AI Ethics Problem
KEY FINDING

AI-focused leaders are paying more attention to questions
around AI ethics, but there’s still no consensus on what
responsibilities enterprises have around AI use

A

biased algorithm
overcharges a subset of
your customers, triggering
a consumer rights scandal; a selfdriving car avoids an accident and
maneuvers to save the driver, but
kills two pedestrians.
The thorny ethical implications of
the arrival of AI are rich and varied.
While most enterprises adopting AI
technologies may not be faced with
life or death choices, all of them
are at risk of reputational damage.
Our second annual survey of
100 C-level data, analytics and
AI executives for data analytics
company FICO shows that many
enterprises are now paying more
attention to the question of AI
ethics. In fact, 21% have made

AI ethics a core element of their
organizations’ business strategies.
Another 30% say they will do so
within 12 months.
But our research also shows
there is little consensus about what
responsibilities businesses have in
this area.

“I think there’s now much more
awareness that things are going
wrong,” says Cortnie Abercrombie,
Founder and CEO of responsible
AI advocacy group AI Truth. “But I
don’t know that there is necessarily
any more knowledge about how
that happens.”

“If you believe that you
want to give back to the
world, then don’t let your
AI take from it”
Cortnie Abercrombie
Founder and CEO, AI Truth
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Awareness of AI Ethics
Issues Remains Patchy

The issues that underpin AI ethics
range from biased datasets and
unethically sourced data to unfair
uses for AI systems and a lack of
accountability when things go wrong.
Our survey respondents
report that awareness of these
topics is highest among risk and
compliance staff, predicting that
more than 80% of staff in these
roles have a complete or partial
understanding of the problem.
They also rated awareness in
IT and data and analytics teams
highly, at well over 70%.
For other stakeholders the picture
is patchy at best. Respondents say
more than half of shareholders have
a poor understanding of AI ethics,
and more than a third say the same
about board members and the
wider executive team.
That suggests possible tensions
between leaders – who may want to
get models into production quickly
– and stakeholders such as data
scientists, who want to take the time
to get things right.
“I’ve seen a lot of what I
call abused data scientists,”
Abercrombie says. “Basically,
they’re being told by the person
who funds the AI projects, ‘Look,

Enterprises are Allocating More Resources to AI Projects

Please rate the following aspects of your organization’s AI strategy compared to
where they were 12 months ago
Higher

Unchanged

Lower
0%

20%

40%

60%

80%

100%

Resources allocated for AI projects
Team productivity
Predictive Power of AI models
Priority given to AI governance
during model development
Demand for digital services
Demand for AI products or tools
Priority given to ongoing AI model
monitoring and maintenance
C-Suite sponsorship and support

Source: Corinium Intelligence, 2021

you’ve got to get this done in this
timeframe, and I’ve only got this
much money.’”
Also of concern is the low
awareness our respondents
believe customers have around AI
ethics. Just 32% of respondents
believe their customers have a full
understanding of the ethical issues
around how AI impacts their lives.

“It has become clear that if businesses
lose trust, if they lose the social
license to operate, they will be hit
from a business perspective”
Mark Caine
Lead: AI and ML, World Economic Forum

Unsure

“I think that would-be customers
need to be able to have
information that allows them to
make an informed choice about
which kinds of products and which
kinds of companies they want to
engage with,” says Mark Caine,
Lead: AI and ML at the World
Economic Forum.
Of the enterprises we surveyed,
49% report an increase in
resources allocated to AI
projects over the past 12 months
and a further 30% say their AI
budgets and headcounts have
remained level.
The business community is
committed to driving transformation
through AI-powered automation. If
key stakeholders aren’t even aware
of the risks, some fear effective selfregulation is unlikely.
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“Unless we have the
legal requirement for
companies to abide
by the law and do
certain things, it is
highly unlikely that
they will engage in
[ethical] behavior”
Ganna Pogrebna
Lead for Behavioral Data Science,
The Alan Turing Institute

There’s No Consensus on What ‘Ethical’ Means

Our research also shows that there is no consensus among
executives about what a company’s responsibilities should be
when it comes to AI.
“At the moment, companies decide for themselves whatever
they think is ethical and unethical, which is extremely dangerous,”
argues Ganna Pogrebna, Lead for Behavioral Data Science at The
Alan Turing Institute. “Self-regulation does not work.”
We had respondents rate a range of AI uses according to three
options. These were: 1) No responsibilities beyond ensuring
regulatory compliance. 2) AI systems must meet the basic ethical
standards of fairness, transparency and being in customers’
best interests. Or, 3) AI systems must meet those basic ethical
standards and have explainable outputs.
Most agree that AI systems for data ingestion must meet basic ethical
standards and that systems used for back-office operations must also
be explainable. But this may partly reflect the challenges of getting staff
to use new technologies, as much as wider ethical considerations.
Our findings reveal no consensus about what a company’s ethical
responsibilities are regarding AI systems that may impact people’s
livelihoods or cause injury or death. However, the high number of
respondents saying they have no responsibilities beyond regulatory
compliance with respect to these systems may be partly a reflection
of how few businesses are using AI in applications where there is
potential for loss of human life.
Above all, our findings highlight just how much work is left
to be done to establish global principles to ensure enterprises
use AI systems ethically and responsibly, and guard against the
reputational risks that come with misuse.
For Abercrombie, the key message she wants enterprises to take
away is that things cannot be business as usual when it comes to
AI ethics.
“I recommend that every company assess the level of harm that
could potentially come with deploying an AI system, versus the
level of good that could potentially come,” she says.
“The very first thing I tell groups that are dealing with [the riskiest
types of AI] is, you need to have a full vetting process before you
release those to the wild,” she adds. “This cannot just be your
typical case of, ‘Let’s release an MVP [minimum viable product] and
see how it goes.’”
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What Executives
Believe About AI Ethics

How Models are Used Affects
Beliefs About AI Ethics
Please indicate your view of
organization’s ethical responsibilities
for each of the following AI use
cases or capabilities

KEY FINDING

Must meet basic standards and
be explainable

A consensus is forming that companies need strong
processes to ensure responsible and ethical AI use. However,
there is work to be done to build awareness of the issue

Must meet basic ethical standards
No specific responsibilities

% 9%
36

All Model Types are Showing Potential for Misuse
What model types are showing the greatest risk for potentially
unethical and/or irresponsible usage within your organization?
High Potential

Low Potential

Zero Potential
0%

20%

55
Unsure

40%

60%

80%

100%

Natural Language Processing

%

AI systems for data
collection or ingestion

%
54

Speech Recognition

31%

Synthetic Data
Decision Tree
AutoML

%

15

Multi-Agent Systems

AI systems for back-end
business operations

Instance-Based
Scorecards
Association Rule Learning

%
23

Ensemble Modeling
Reinforcement Learning
Unsupervised Analytics
Regression Learning
Artificial Neural Network
0%

20%

40%

60%

80%

100%

3%

34%

Computer Vision

4

AI systems which indirectly
affect people’s livelihoods

Awareness of Issues Around AI Ethics Remains Patchy
Which of the following stakeholder types within your organization
would you say understand what AI ethics is and why it’s important?
Complete Understanding

Partial Understanding
0%

Risk and compliance
Data and analytics staff

31%

Poor Understanding
40%

60%

80%

100%

AI systems whose decisions directly
affect people’s livelihoods

41%

IT department staff

%
23

Heads of business units

20%

27%

%
42

Employee base
Executive team
Customers
Board members
Shareholders

36%
AI systems that control vehicles or
machinery or can cause loss of life
Source: Corinium Intelligence, 2021
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Combating AI Model Bias
KEY FINDING

80% of AI-focused
executives are struggling
to establish processes that
ensure responsible AI use.
Combating AI model bias is
an essential first step, but
many enterprises don’t yet
have the right measures in
place to do this effectively

M

“

ost of recorded human
history is one big data
gap,” writes Caroline
Criado Perez in Invisible Women,
her renowned book on data bias.
“These silences, these gaps, have
consequences.”
In this case, Perez is talking about
the impact the underrepresentation of
women in medical research data has
had on the effectiveness of medical
treatments on women. But there
are many other ways bias can infect
business processes or decisioning,
especially in the realm of AI.
Our research provides evidence
that enterprises are bringing
processes to combat AI model
bias ‘in house’. Just 10% of the 100
AI-focused executives we surveyed
now rely on a third-party evaluate
models for them.
However, the effectiveness of
processes designed to combat bias
vary from company to company. For
example, while 73% say they have

effective processes for ensuring
the data that feeds models is
well-governed and unbiased, the
remaining 27% say they do not.
“We see a lot of the bad behaviors
that are going into artificial
intelligence are really coming
from bad data behaviors,” says AI
Truth Founder and CEO Cortnie
Abercrombie. “I’ve always said at
90% of what’s going wrong in the AI
world is related to the data itself and
the way we use that data.”
Our research has uncovered three
focus areas that can help enterprises
de-risk AI innovation and combat all
kinds of bias in AI models.

“AI vendors really
need to insist on
going through the
process of vetting
AI models with
the right people
at the table”
Cortnie Abercrombie
Founder and CEO, AI Truth
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“Without a written formal
governance process, both
individuals and groups are doomed
to repeat AI ethics mistakes”
Scott Zoldi
CAO, FICO

Practicing AI Ethics and Risk
Management by Design

For Jordan Levine, MIT Lecturer
and Partner at AI training provider
Dynamic Ideas, the reputational
risks that come with irresponsible AI
use stem primarily from undetected
instances of bias. As such, he argues
that enterprises need rigorous
processes to find, spot and remove
bias across the model lifecycle.
He explains: “The problem
statement is, by building a model,
do I then have subsets of my
population that have a different
accuracy rate than the broader,

global population when they get fed
into the model?”
Our research shows that
enterprises are using a range of
approaches to root out causes of AI
bias during the model development
process. However, it also suggests
that few organizations have a
comprehensive suite of checks and
balances in place.
Evaluating the fairness of
model outcomes is the most
popular safeguard in the business
community today, with 59% of
respondents saying they do this
to detect model bias. Half say

they have a codified mathematical
definition for data bias and actively
check for bias in unstructured data
sources. Meanwhile, 55% say they
isolate and assess latent model
features for bias.
Just 22% of respondents say their
enterprise has an AI ethics board to
consider questions on AI ethics and
fairness. One in three have a model
validation team to assess newly
developed models and only 38%
say they have data bias mitigation
steps built into model development
processes.
In fact, securing the resources to
ensure AI models are developed
responsibly remains an issue for
many. Just 54% of respondents say
they are able to do this relatively
easily, while 46% say it’s a challenge.
As such, it looks like few
enterprises have the kind of ‘ethics
by design’ approach in place that
would ensure they routinely test for
and correct AI bias issues during the
development processes.

Enterprises are Working to Combat Model Bias

Which approaches to detecting and correcting AI model bias do you have in place today?

59%

50%

We evaluate the fairness
of the outcomes

49%

We detect bias in
unstructured data

We check for segment
bias in our model output

55%

50%

11%

We isolate and assess the latent
model features and test for bias

We have a codified mathematical
definition for data bias

We rely on third-party model
evaluation or certification
Source: Corinium Intelligence, 2021
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Educating Business Stakeholders about Responsible AI
Some business stakeholders may view considerations around
AI ethics as a drag on the pace of innovation. In fact, 62% of our
survey respondents say they find it challenging to balance the
need to be responsible with the need to bring new innovations to
market quickly in their organizations.
This challenge goes all the way to the top of the modern
enterprise. A full 78% of respondents say they’re finding it
challenging to secure executive support for prioritizing AI ethics
and responsible AI practices.
This may explain why so few businesses have everything they
need in place to ensure the models they have in production are
used responsibly.
“Always start with a business problem first,” Levine recommends.
“Then, take serious effort to translate it into an analytics problem
statement. Think through the data you need, the models you will
generate, the decisions the models will influence and the value
that will drive.”
From there, Levine says analytics leaders must give their
teams protocols that bring business stakeholders into the
process, to show business stakeholders that they understand
the data and lean on their subject matter expertise.
He also suggests running through the finished
model with business stakeholders to ensure they
understand how it arrives at its decisions and its
true accuracy, so they can make rational decisions
based on its outputs.
Only then should enterprises run a smallscale pilot, measure the results the model
generates and consider scaling it across
the organization.
Cutting corners at any of these
junctures can expose enterprises
to risk. So, it’s up to AI-focused
executives to educate their
colleagues about those risks
and ensure everyone
understands how the AI
systems they use work.

41%
of executives admit they haven’t
published a comprehensive
corporate-wide model
development and governance
framework for ethical AI
Source: Corinium Intelligence, 2021
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Renewing the Focus on
Explainable AI

Explainability is a key indicator of
responsible AI use. If a company
can’t explain how an algorithm
makes decisions about its
customers, they can’t be certain
that the model is treating all
customers fairly.
So, it’s surprising that this
year’s research implies a shift
in business priorities away from
explainability and toward model
accuracy. This could be because
securing buy-in for AI projects
is becoming easier or due to
increased awareness that model
bias often manifests as inaccurate
outputs for certain population
segments.
Either way, it’s important that
the role explainability plays in
ensuring AI is used responsibly is
not forgotten.
“Companies must be able to
explain to people why whatever
resource was denied to them
by an AI was denied,” says
Abercrombie.
Again, our research shows that
many businesses have a way to go,
here. While 51% do have processes
in place to ensure their teams can

Executives are Prioritizing Model Accuracy in 2021
How important are the following characteristics for ensuring business success when
developing an AI product?
2020

2021
Explainability
5
4

Monotonicity
(i.e. Consistency)

Transparency

2
1

1
2

Palatability
to Customers

Predictiveness

3
4
5

Accuracy
Source: Corinium Intelligence, 2021

explain how AI-based decisions or
predictions are made in general,
just 35% can explain how specific
decisions of predictions are made.

“The more transparency and the
more access you can give people
to weigh in on their own data,
the better”
Cortnie Abercrombie
Founder and CEO, AI Truth

3

There are two ways to address this
challenge. AI-focused leaders can
either select AI model types that are
inherently explainable or use ‘bolt-on’
tools that help to explain the results
more complex models generate.
“I recommend using optimal
classification trees,” says Levine.
“While the algorithm might lose
accuracy, the benefits in human
interpretation generally, in my mind,
outweigh the delta.”
He adds: “In my view, every case
requires an analytics team or a
board or a set of researchers and
analysts to evaluate both a treebased method and the best black
box method they can find.”
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How Executives are Trying to
Ensure AI is Used Responsibly
KEY FINDING

While significant attention is being paid to making sure models are developed ethically,
most still aren’t monitoring them to ensure they’re used responsibly over time
Most Companies Still Aren’t
Monitoring Model Performance

Ethical Processes Focus on AI Development and Governance
How would you rate the structures and processes your organization has in
place for each of the following aspects of AI governance?
Very Effective

Somewhat Effective

Unsure
0%

Somewhat Ineffective
20%

40%

60%

Very Ineffective
80%

100%

What structures and processes does your
organization have in place to monitor and
maintain ethical AI model standards over time?

Developing according to documented
corporate standards for ethical AI

We monitor our
models to ensure
their continued
performance
accuracy

Holding the right people accountable
for governing AI systems
Ensuring the data that feeds models
is well-governed and unbiased

49%

Providing mechanisms for remediation
in the event of an unethical AI-driven outcome
Ensuring models are used
for ethical purposes

We monitor
statistics for
potential shifts in
production data

Monitoring and returning models
to prevent model drift
Ensuring regulatory compliance
0%

20%

40%

60%

80%

100%

Processes Around Ethical AI Vary Between Companies
What standards and processes do you currently have in place to ensure AI is
used ethically and responsibly within your organization?
We use a model development
governance framework

We capture latent
model features
for ethical AI
monitoring

45%

We have defined
technical criteria
for successful
monitoring

42%

We build ethical AI
models but don’t
monitor them in
production

34%

59%

We ensure global explainability
(i.e. how predictions are made in general)

51%

We determine feature importance

46%

We have data bias detection and mitigation steps

38%

We ensure local explainability
(i.e. why a given prediction was made)

35%

A model validation team ensures
compliance of new models

33%

An AI ethics board considers questions
on ethics and fairness

22%

We monitor models in production

20%

We ensure our development teams are diverse

45%

6%
Source: Corinium Intelligence, 2021
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The Ethical Implications
of Adversarial AI Attacks
KEY FINDING

Stochastic defense and ‘security by
design’ processes have emerged as two
key AI security measures amid a rise
in adversarial AI attacks this year

A

dversarial AI is a relatively new
phenomenon, and our research
suggests it’s one that may not be fully
understood in the business community.
Compared to last year, the majority of security
issues appear to be in decline. Roughly one in
four survey respondents say their enterprises
have been the victim of cybercrime over the
past 12 months. The same is true for customer
fraud and data breaches.

“From the
beginning,
criminals have
been trying to
evade machine
learning models”
Scott Zoldi
CAO, FICO
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“I think we needed
a set of definitions
around what
adversarial AI is”
Scott Zoldi
CAO, FICO

However, 30% say their
organizations have been the
victims of adversarial AI attacks,
compared to just 12% in last year’s
survey. Given that just 16% say their
AI systems have been subject to
data poisoning, it’s possible that
some respondents were using a
loose definition of what counts as
‘adversarial AI’.
“I’m a little surprised by how many
people say they’ve been impacted
by adversarial AI,” says FICO CAO
Scott Zoldi. “I think we needed
a set of definitions around what
adversarial AI is.”
According to strict definitions,
adversarial AI is when an adversary
maliciously injects highly specific
data into an algorithm, has a copy
of a company’s model or can

create one though systematic
manipulation of its responses. A
weaker definition might include
other ways adversaries may try to
‘game’ or manipulate AI models for
their own benefit.
Enterprises that want to ensure
they are using AI responsibly should
familiarize themselves with the
concept. Companies have a duty
to protect their customers’ privacy
by keeping their data secure and
to use that data fairly and in the
customers’ best interests.
Further, companies need to
recognize that the injection of skillful
data can corrupt what AI learns and
covertly changes model outcomes.
That means, ethical AI use depends
on protecting customers from the
impact of adversarial AI attacks.

More Enterprises are Reporting Adversarial AI Attacks

Has your organization experienced any of the following types of data security issue in the last 12 months?
2020

2021

Adversarial AI Attacks

30%

12%

28%

Cybercrime (e.g. Hacking)

26%

Customer Fraud

38%

24%
26%

Data Breaches

21%

Internal Fraud

Data Poisoning

33%

16%

24%
24%
Source: Corinium Intelligence, 2021
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Four Ways to Guard Against Adversarial AI
How does your organization ensure AI is secure and safe from adversarial or malicious attacks?
We have clearly defined processes for this

We have an informal process for this
0%

20%

We build elements of ‘randomness’ into
AI models (i.e. stochastic defence)

65%

We have a ‘security by design’ policy
and review process in place

51%

We actively monitor all data presented
to AI in production for adversarial attacks

27%

We scrutinize and scrub real-world
data before it’s used for model training

17%

40%

We don’t generally do this
60%

80%

17%
39%
33%
43%

100%

18%
10%

40%
40%

Source: Corinium Intelligence, 2021

How AI Leaders are
Combatting Adversarial AI

Our research has also uncovered
four techniques enterprises
commonly use to ensure AI models
are secure and safe from adversarial
AI or other kinds of malicious attacks.
Most notably, 65% of respondents
report having clearly defined processes
for building elements of ‘randomness’
into AI models (i.e. stochastic defense)
to guard against malicious attacks.
Similarly, 51% say they have a
defined ‘security by design’ policy
and review process in place and 27%
have clear processes for monitoring
all data presented to AI in production
for adversarial attacks.
Finally, 17% currently scrutinize and
scrub sensitive information from realworld data before using it to train models.
However, in many cases, the
processes enterprises have for each
of these defensive techniques are
informal aren’t clearly defined.

“Data poisoning or other
adversarial AI technologies border
very strongly on cybersecurity,”
suggests Zoldi. “This may be an area
where cybersecurity is not where it
needs to be for the many of these
organizations. Or, maybe there’s
not even a quality cybersecurity
component to their work.”
Given that respecting customers’
best interests and right to privacy

are key pillars of responsible data,
analytics and AI use, AI-focused
leaders cannot afford to ignore this
aspect of their AI responsibilities.
Enterprises that aren’t doing
these things regularly should aim
to fix that, while those that are
doing them on an informal basis
might consider codifying these
practices in a formal set of best
practice guidelines.

“It’s impossible to protect against
adversarial AI without robust
cyber security. Yet, some are
lacking this essential foundation”
Scott Zoldi
CAO, FICO
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Enterprises Must Establish
Practices for Responsible AI
KEY FINDING

AI-focused Leaders Must Wrangle with Organizational Politics and Inefficient
Processes to Establish Responsible AI Practices in Their Organizations
Many Barriers are Stymying the Responsible AI Agenda

Enterprises are Struggling to Put Best
Practices in Place

Please rate the following potential barriers to responsible AI usage based
on how they apply to your organization
High Barrier

Medium

Low

Not a Barrier
0%

20%

40%

60%

80%

100%

Please rate the following future AI ethics
and responsible AI challenges as they apply
to your business
Very Challenging

Challenging

Not Very Challenging

Organizational politics

Not Challenging

Establishing practices that protect the business
against reputational threats from irresponsible AI use

Poor data quality or lack of data
standardization

61%

Lack of a dedicated and mature
ModelOps function

19%

9% 11%

Balancing the need to be responsible with the
need to bring new innovations to market quickly

Time pressure to get AI models into
production quickly

28%

Ensuring staff understand their roles
and responsibilities

33%

19%

20%

Securing executive support for prioritizing
AI ethics and responsible AI practices

Inefficient processes for monitoring
AI models in production

24%

Ineffective hand-off from data
science to business teams

15%

54%

Futureproofing company policies in
anticipation of stricter regulations around AI

Lack of agreement on how
to explain AI model decisions

22%

Securing buy-in to implement
standards for AI

19%

36%

23%

Securing the necessary resources to ensure AI
systems are developed and managed responsibly
0%

20%

40%

60%

80%

100%

16%

30%

23%

31%

AI Ethics is Becoming a Key Business Strategy Component
Please rate the following potential barriers to operationalizing models as they apply to your company

21%

30%

33%

15%

It already is

Within 12 months

Within 1-2 years

Within 3-5 years

1%

More than 5 years
Source: Corinium Intelligence, 2021
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Plotting a Path to
Responsible AI
KEY FINDING

AI-focused executives must do more to ensure they
understand the risks associated with different types
of AI and place greater emphasis on monitoring and
maintaining models in production

C

ompanies are spending more on AI than ever before,
but many are still thinking through how to use the
technology responsibly.
Of the 100 executives surveyed, just 39% say their
companies are placing greater emphasis on model governance
during the AI development process this year. What’s more, 33%
say their companies are actually paying less attention to the
monitoring and maintenance of models in production.
Our research also suggests a concerning lack of
understanding about the risks associated with certain types
of AI, and a distinct lack of focus on the lifecycle of AI models
once they have been put into production.
“Many don’t understand that your model is not ethical unless
it’s demonstrated to be ethical in production,” warns FICO
CAO Scott Zoldi. “It’s not enough to say that I built the model
ethically and then I wash my hands of it.”
If enterprise buyers want to avoid falling foul of regulations and
their customers, these shortcomings must be addressed.

“What we’re missing
today is honest and
straight talk about which
algorithms are more
responsible and safe”
Scott Zoldi
CAO, FICO
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Understanding the Risks
Associated with AI

Not all AI is equal, and some
approaches carry more risks
than others. Yet, it seems many
executives are unclear on the
differences between certain model
types. Our research has uncovered
a broad range of views about the
risks involved when using different
types of AI algorithm.
For example, 37% of respondents
believe that there is strong
potential for AutoML – an
automated or ‘off the shelf’
approach to applying machine
learning in enterprise settings – to
be misused in their organizations.
However, 38% expressed the
same concern about decision tree
models, which are explainable and
transparent in comparison.

“I recommend that every company
assess the level of harm that could
potentially come with deploying an
AI system versus the level of good
that could potentially come”
Cortnie Abercrombie
CEO and Founder, AI Truth

This misconception of differing
risks, particularly as it pertains to
AutoML, needs greater awareness
in the enterprise, warns Zoldi.
“Every three days there’s another
algorithm and there’s another
company purporting to have a

Almost Half of Enterprises Have Started Scaling AI
Which of the following best describes your organization’s current level of AI maturity?

5%
MATU RE
AI models have been fully scaled and
integrated with business processes
across our organization

40%
MID - L E VE L
We have deployed
several minimum
viable products
(MVPs) and are using
them production

44%
ADVAN C ED
We have started scaling
AI models across
our organization

11%
EAR LY
We have developed our first proof-of-concepts
(but have yet to put them into production)
Source: Corinium Intelligence, 2021

magic machine that replaces data
scientists,” he says. “What we’re
missing today is honest and straight
talk about which algorithms are
more responsible and safe.”
Of course, how an enterprise
uses specific models to drive value
is also a key factor in determining
whether they are being used
responsibly.
AI Truth Founder and CEO
Cortnie Abercrombie says
companies need to create
frameworks that quantify an AI
system’s level of risk based on its
intended purpose. Balancing the
potential risks against the potential
benefits to the business should
help those decide when extra
governance and resources need to
be applied.
“When I think of ‘high impact’, I
think about life or death situations,”
she says. “In my mind, the things
that are the riskiest are self-driving
cars, autonomous weapons [and]
health diagnostic tools.”
She adds: “The very first thing
I tell groups that are dealing with
those is, you need to have a full
vetting process before you release
those to the wild.”
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Complying with AI
Regulations Is a Challenge

Ensuring regulatory compliance has
emerged as a key challenge facing
AI-focused executives today.
Just 31% of those we surveyed
say the processes they use to
ensure AI projects comply with
regulations are effective. A
shocking 68% describe them as
ineffective, with 46% calling them
‘very ineffective’.
What’s more, 26% say their
model development audit trails are
patchy in places and 4% admit to
not maintaining standardized audit
trails at all. This means there are AI
models being used in businesses
today that only the data scientists
who originally coded them
understand.
Having this knowledge in the
hands of a select few falls well
short of what could be described
as ‘ethical and responsible AI’. But
Melissa Koide, CEO of AI research
organization FinRegLab, says
enterprise compliance teams are
well aware of this problem.
“I deal primarily with compliance
risk and the fair lending sides of
banks and fintechs,” she says.

Blockchain May Become a Key AI Management Technology
Which of the following statements best describes the way you manage the AI
systems currently deployed within your enterprise?

38%
We maintain an immutable audit
trail of the model development
process (e.g. within blockchain)

26%

We maintain
documentation of the
model development process

Our model
development
audit trails are
incomplete in places

4%

We do not maintain standardized audit trails

Source: Corinium Intelligence, 2021

“I think they’re all quite attuned
to, and quite anxious about,
how they do governance around
using more opaque models
successfully.”
Blockchain is one technology
AI-focused executives including

“A lot has happened over the
past year and we better be
on the right side of these
matters with respect to
inclusion and fairness”
Melissa Koide
CEO, FinRegLab

32%

Zoldi are using to orchestrate
and enforce model audit trail
processes.
“Blockchain is the system of
record that we’re using for all
steps of model development,”
Zoldi explains. “So, as part of
the blockchain, we may need to
indicate: What is the size of the
data? What is the range of data
that we’ve used? And what tests
have we done to ensure that
there’s no data poisoning or
abnormalities in the data?”
Zoldi concludes: “As you go
down that chain of building the
model – from getting the data
all the way down to testing for
bias and stability to releasing the
model and looking at what the
model has learned – it all gets
persisted to the blockchain.”
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Focus on Ongoing AI
Monitoring and Maintenance

Monitoring AI models in production is
essential for ensuring they are used
responsibly over time. Yet, just 49% of
AI leaders currently do this. This may in
part explain why 90% of respondents
agree that inefficient processes for
model monitoring represent a barrier
to AI adoption in their enterprises.
“The world in which we live is
dynamic, and thus the underlying
data feeding AI models can
fundamentally change,” says Jordan
Levine, MIT Lecturer and Partner at
Dynamic Ideas. “[Enterprises] should
be keeping their eyes on model
accuracy and doing proper ongoing
performance testing.”
“It’s hard to bring the data together
to monitor it,” Zoldi notes. “So, you
don’t get the same instant gratification
or confirmation that you’re doing a
good job. With monitoring, one has to
take the long game.”

“Each organization has to write
down what their policy and stance
is on a responsible AI framework,”
he recommends. “Define that for
the organization and then define a
process to help the data scientists
to have a uniform process that
they can evolve and improve
over time.”
Our research clearly shows that
enterprises across the globe are
pressing ahead with their ambitions
to deploy AI models at scale.
However, many are grappling
with challenges around risk and
governance as they do this.
These challenges will grow
exponentially as enterprises march
down the path to AI maturity.
Those who truly want to use AI
responsibly need to plot a route to
compliance and establish effective
model governance processes, with
maintenance and monitoring as
their foundation.

“[Enterprises]
should be keeping
their eyes on model
accuracy and doing
proper ongoing
performance
testing”
Jordan Levine
Partner, Dynamic Ideas
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